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ABSTRACT 
During the recent years, convolutional neural networks have been the standard on audio semantics, surpassing 

traditional classification approaches which employed hand-crafted feature engineering as front-end and various 

classifiers as back-end. Early studies were based on prominent 2D convolutional topologies for image recognition, 

adapting them to audio classification tasks. After the surge of deep learning in the past decade, real end-to-end 

audio learning, employing algorithms that directly process waveforms are to become the standard. This paper 

attempts a comparison between deep neural setups on typical audio classification tasks, focusing on optimizing 

1D convolutional neural networks that can be deployed on various audio in-formation retrieval tasks, such as 

general audio detection and classification, environmental sound or speech emotion recognition.

1 Introduction 

Many contemporary audio applications rely on se-

mantic audio analysis workflows; therefore, the im-

provement of audio classification algorithms has be-

come a necessity [1]-[2]. These applications may 

even run on mobile audio terminals [3]-[4]. During 

the recent years, Convolutional Neural Networks 

(CNNs) have been the industry standard on audio se-

mantics, surpassing traditional classification ap-

proaches which employed hand-crafted feature engi-

neering as front-end and various classifiers as back-

end [5]-[6]. In the meantime, the process of temporal 

feature integration introduced additional feature engi-

neering steps, attempting to capture the temporal de-

pendency between successive feature observations 

and, consequently, delivering performance improve-

ments [7]-[8]. Now, CNNs have been applied to di-

verse machine learning tasks, delivering state-of-the-

art performance, by enabling the construction of mod-

els that learn hierarchical levels of features from high-

dimensional data [5]. This approach has been at-

tempted in the context of audio semantic analysis as 

well, where time-domain data are converted to time-

frequency representations or processed directly, mak-

ing the process of feature extraction or input transfor-

mation redundant. After the surge of CNNs in the past 

decade, real end-to-end audio learning, exploiting 

networks that directly process waveforms are to be-

come the standard. The target of this work is to assess 

the impact of crucial design aspects of 1D CNNs on 

audio classification performance, like pooling and 

stride sizes, layer arrangement, feed-forward archi-

tectures, and parallel processing branches. 

2 Related work 

Hand-crafted feature extraction served the field of se-

mantic audio analysis for many years [9]-[10]. Un-

doubtedly, deep learning raised the prediction accu-

racy, while the increased computational requirements 

are no more a drawback, due to the significant evolu-

tion of the smartphones and tablets, which can run 



Vrysis et al. Experimenting with 1D CNN architectures 

           AES 148th Convention, Online, 2020 June 2-5
Page 2 of 8 

demanding software applications [11]-[12]. Cur-

rently, in the field of semantic audio analysis, there is 

a variety of deep learning implementations that focus 

on keyword spotting, voice activity detection, general 

audio detection and classification, environmental 

sound or speech emotion recognition. There is also a 

plethora of system architectures, including standard 

convolutional networks [13], recurrent approaches 

[14], or ensemble learning models [15]. 

It is a fact, that end-to-end learning has been adopted 

from the image processing field and early studies 

modified well-known 2D topologies for image recog-

nition, adapting them to audio classification tasks, 

without taking into consideration the particularities of 

semantic audio analysis [16]. Audio waveforms are 

usually converted to time-frequency representations, 

such as spectrograms. These mid-level representa-

tions are not employed in the learning process and are 

not optimized for the target task. This drawback can 

be addressed by taking raw waveforms directly as in-

put, an approach that focuses on replacing the frame-

level time-frequency transformations with additional 

convolutional layers, expecting that these layers can 

learn parameters comparable to the filter banks [17]. 

These methods have limitations as well, such as the 

increased complexity of the employed models to learn 

from raw data, and the weakness of the filters in the 

initial convolutional layers to learn all possible phase 

variations of periodic waveforms [18].  

Many 1D CNNs make use of large-sized filters in the 

initial convolutional layer. Filter and stride dimen-

sions are chosen to be comparable to the window and 

the hop sizes of Short-Time Fourier Transform, re-

spectively [17]. On the other hand, newer designs 

specify smaller filter and stride sizes (e.g. 10 sample-

long filters at 16kHz) [19]. The SampleCNN pre-

sented in [18] is an excellent example of this ap-

proach, featuring filters with very small granularity in 

time (e.g. 3 samples) for all convolutional layers, 

achieving noteworthy performance and delivering 

comparable results to topologies that make use of 

mel-spectrogram in music auto-tagging. 

Pons et al. [20]-[21] have conducted exceptional re-

search on deep networks for audio analysis by divid-

ing the models into two parts: the front-end and the 

back-end. The front-end is the part of the model that 

interacts with the input signal in order to map it into 

a latent space, and the back-end predicts the output 

given the representation obtained by the former. This 

approach is highly appreciated, as we consider it more 

methodical and we anticipate a deeper understanding 

of the convolutional architectures. We also think that 

this kind of analysis facilitates our effort on optimiz-

ing audio data pre-processing flows. It is obvious that 

data curation has a major impact on deep learning al-

gorithms, let alone raw input processing approaches 

[5]. Many studies do not describe the normalization 

mechanism or any alternative pre-processing meth-

ods deployed to deal with inputs of different scaling 

[22]-[23]. Some researchers follow a per-coefficient 

normalization [24] strategy while others standardize 

their data using the whole dataset (and getting a hint 

of the test data) [18]. There are also works that give 

high attention to data preparation, aiming at improv-

ing the robustness of the systems [25]-[26]. 

Along with the aforementioned parameters, network 

architecture can also have major impact on the effec-

tiveness of a deep learning model. U-net [27] and In-

ception [28] are two examples of important mile-

stones in the development of CNN classifiers for im-

age recognition. Prior to Inception, most popular 

CNNs stacked convolutional layers sequentially, an-

ticipating higher learning capacity and, consequently, 

better performance. This network has a more complex 

architecture, introducing processing blocks that con-

tain pooling and convolutional layers with different 

settings, aiming at a variable receptive field. Salient 

parts of an image can have extremely large variation 

in size: for instance, the area occupied by an object 

can be different from image to image. Because of this 

variations, choosing the right kernel size for the con-

volution operation becomes tough. A larger kernel is 

preferred for information that is distributed more 

globally, while a smaller one is preferred for captur-

ing small-scale patterns. U-net is designed to solve 

the problem of semantic segmentation. The objective 

of semantic image segmentation is to label each pixel 

of an image with a corresponding class of what is be-

ing represented. Typically, this workflow involves 

object detection and image classification. Because the 

prediction refers to every pixel in an image, the pro-

cess is also referred to as dense prediction. Similarly 
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to Inception, U-net’s design enables the analysis of 

spatial information of varying size, aiming at detect-

ing types of content occupying different areas across 

images. The same challenge should also be overcome 

in the audio domain. For example, when dealing with 

2-dimensional representations, patterns can be arbi-

trarily positioned across the temporal dimension of a

spectrogram slice (sample) with unspecified length

(duration) as well. Recently, SincNet, a network ded-

icated to audio semantic recognition has been intro-

duced [29]. SincNet is based on parametrized sinc

functions, which implement band-pass filters. In con-

trast to standard CNNs, that learn all elements of each

filter, only low and high cutoff frequencies are di-

rectly learned during training, offering a very com-

pact and efficient way to derive a customized filter

bank specifically tuned for the desired application.

All these findings were taken into consideration for 

designing the competitive 1D deep network topolo-

gies that are presented in this work, aiming at improv-

ing the efficiency of the models, while also keeping 

sizes -and consequently computational resources- as 

low as possible, so that models can be embedded in 

software for mobile computing environments. 

3 Materials and methods 

This paper attempts a comparison between 1D deep 

convolutional neural network setups, on typical audio 

classification tasks. Experiments include four classi-

fication challenges, employing a Speech-Music-

Other classification scheme, a 5-class semantic emo-

tion recognition, a 10-class spoken digit recognition, 

and a 10-class environmental sound recognition task, 

while 8 deep learning models in total are tested. 

First, the “linear” convolutional structures that were 

stressed in [5] are used in this experimental scenario 

as well. The high dimensionality problem of 1-dimen-

sional approaches that was tackled by making exten-

sive use of striding is further elaborated by testing dif-

ferent combinations of stride and pool parameters 

across the layers of the network. When dealing with 

successive convolutional and pooling layers with a 

fixed size of striding and pooling, the rate of dimen-

sion reduction is defined by the product of these two 

parameters. For instance, a setup with three blocks 

containing convolutional and pooling layers, taking 

as input 1s of Pulse-Code Modulated (PCM) audio 

with a sampling rate of 22.05 kHz sample rate, stride 

and pool parameters set to 8 and 1, respectively, for 

all layers leads to a data shape of 1x42 before the fully 

connected layers. The same result can also be 

achieved by choosing 4/2 or 2/4 or 1/8 for these two 

parameters respectively. 

Unfortunately, it is not clear which combination leads 

to the best results, due to the fact that across different 

works and experiments, more than two parameters are 

simultaneously changed. These parameters can be the 

network architecture, the classification scheme, the 

dataset, or other hyperparameters of a CNN, such as 

the convolutional kernel size, the optimization algo-

rithm, the number of neurons in each layer. Hence, a 

simple (yet effective) architecture was exploited so 

that different combinations of pooling and striding 

parameters to be tested. The utilized network topol-

ogy is demonstrated in Figure 1  (the schematic was 

created with NN-SVG [30]). It is constructed with 

three successive CPD Blocks (that include successive 

Convolutional, Pooling and Dropout layers), a global 

average pooling layer and two fully connected layers 

with an additional dropout layer between them. Ker-

nel size was set to 8, while the number of filters is 32, 

64 and 96 for the three convolutional layers respec-

tively. The rest of the parameters include the ReLU 

activation function for intermediate convolutional 

and fully connected layers, SoftMax for the output 

layer, Categorical Cross-Entropy as the loss function 

and Adam as the optimizer. Dropout was set to 25% 

globally. The stride/pool duets that were tested are 

8/1, 4/2, 2/4, 1/8. The corresponding networks are 

named LV-81, LV-42, LV-24 and LV-18 respectively, 

forming the LV-Flat CNN group. 

Second, inspired by the “branched” architectures of 

the Inception and U-net models, two additional net-

works were deployed. These are the LV-EarlyMix and 

LV-LateMix variations, which process the data in par-

allel branches that differ in the pool and stride param-

eters, aiming at combining the advantages of each

setup into a single architecture. EarlyMix has three

CPD blocks in parallel that are concatenated right af-

ter, followed by two inline blocks of the same type,

and the dense structure of the LV-Flat models. Late-

Mix, on the other hand, has three deeper parallel
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branches, each one containing three CPD blocks that 

are concatenated just before the dense stage of the 

network. A detailed schematic of these two topolo-

gies is presented in Figure 2.  

In the Related Work Section, it was mentioned that 

1D networks are prone to phase variations, a fact that 

possibly make them less efficient than their 2D coun-

terparts. For this reason, a simple preprocessing layer, 

executing “phase-discarding” data augmentation “on-

the-fly”, by performing temporal shifts on the time 

series for each input sample, is introduced. This is im-

plemented as a Keras layer that takes as input raw 

PCM audio data, performs random shifts and pro-

duces a concatenated output of these shifts that can 

thereafter be routed to any conventional Keras layer. 

This layer also implements per sample normalization, 

delivering the robustness of this technique [5]. 

Assuming that the input vector has a shape of 

22050x1 and the layer is set to produce N shifts, its 

output is 22050xN. The corresponding network, that 

has been named RollMix, follows the topology of the 

LV-Flat group with the additional rolling layer.

Finally, a network dedicated to audio semantic recog-

nition, SincNet, has also been deployed. This model 

follows the LV-Flat architecture except that the first 

convolutional layer is substituted by a sinc layer com-

prised of 32 filters with a length of 251. All competi-

tive convolutional variations share common design 

principles, except for the special characteristics that 

have been described for each model separately. Net-

work size is about 72k parameters, while input is per 

sample normalized in all cases. The 2/4 stride/pool 

setup was used for EarlyMix, LateMix, RollMix and 

SincNet models.

Figure 1. Data shaping through the layers of the LV-Flat CNN group. 

LV-18 LV-24 LV-42 LV-81 EarlyMix LateMix RollMix SincNet 

Parameters ~72k ~72k ~72k ~72k ~72k ~72k ~72k ~72k 

Stride 1 2 4 8 1, 2, 4 1, 2, 4 2 2 

Pool 8 4 2 1 8, 4, 2 8, 4, 2 4 4 

Layers 13 13 13 13 18 34 14 14 

Depth 13 13 13 13 14 14 14 14 

Table 1 The main characteristics of the LV-Flat, LV-Mix and SincNet models. 

CPD CPD CPD Global Pool Dense

1x22050 

1x2754x32 

1x342x64 

1x42x96 

96 

64 

# of classes 
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Figure 2. The architectures of the EarlyMix (left) and LateMix (right) networks. 
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LV-18 LV-24 LV-42 LV-81 EarlyMix LateMix RollMix SincNet 

AESDD 66.5 ±1.9 65.6 ±1.9 61.0 ±1.1 50.2 ±1.0 64.5 ±3.7 59.4 ±1.0 67.2 ±0.9 66.4 ±3.4 

FSDD 58.6 ±9.7 58.1 ±7.4 52.8 ±10.3 - 53.7 ±12.9 55.7 ±13.5 57.9 ±16.3 67.9 ±8.4 

LVLib SMO v3 90.6 ±3.6 90.2 ±3.3 87.3 ±2.1 85.1 ±4.9 88.6 ±2.2 87.1 ±0.7 89.8 ±3.2 87.5 ±2.9 

UrbanSound8k 71.8 ±3.5 70.7 ±3.7 69.8 ±4.3 68.1 ±4.3 70.7 ±3.5 70.7 ±2.8 71.4 ±3.4 67.1 ±3.3 

Table 2 Classification accuracy (%) across the different datasets. 

LV-18 LV-24 LV-42 LV-81 EarlyMix LateMix RollMix SincNet 

Performance 1.13 1.12 1.06 1.00 1.09 1.07 1.12 1.13 

Comp. Load 1.71 1.29 1.14 1.00 1.43 1.57 1.43 2.57 

Table 3 Relative performance and computational load (x times to lower value) across competitive models. 

Testing involved four classification challenges, em-

ploying the LVLib-v31, the Acted Emotional Speech 

Dynamic Database (AESDD)1, the UrbanSound8k 

dataset [31] and the Free Spoken Digit Dataset 

(FSDD)2. In the case of LVLib and AESDD a 3-fold 

cross-validation procedure was followed and a 10-

fold setup for UrbanSound8k, as this is recommended 

by the creators for facilitating direct comparisons be-

tween the results of different researchers. For the 

FSDD a Leave-One-Speaker-Out (LOSO) cross-vali-

dation scheme was employed [24]. Training time was 

used as a simple metric for quantizing computational 

load. Waveform data has a 22.05 kHz sample rate, ex-

cept from the FSDD which sampled at 8 kHz. In this 

case, for all models, the pool parameter is set to the 

half (i.e. LV-24 has 2/4 pool/stride setup at 22.05 kHz 

and 2/2 at 8 kHz). Technically, Python was deployed 

as the programming language for implementing the 

experimental setup with Keras as the main library for 

building deep learning models [32]. 

4 Results 

Table 2 demonstrates classification accuracy for all 

models across the different datasets. In specific, mean 

and standard deviation values between the folds are 

presented. Table 3 summarizes these individual per-

formance ratings, delivering a single averaged score, 

relative to the lower value. The same also applies to 

the computational load metric. The first thing that can 

1 m3c.web.auth.gr/research/datasets 

be spotted is that scores are becoming higher as the 

stride to pool ratio decreases. Obviously, computa-

tional load rises at lower strides, because of the in-

creased number of the required convolutions. The LV-

Mix models fail to satisfy the premise to keep the ad-

vantages of each individual pool/stride setup. RollMix 

delivers marginally better results than its LV-Flat 

counterpart, while SincNet achieves high scores in the 

cost of significantly increased computational load. 

5 Conclusions 

In general, experimental results unveil that extensive 

pooling, instead of striding, favor classification per-

formance under all tasks, in the cost of higher com-

putational load. The proposed front-end layer seems 

to favor the robustness and universality of the de-

ployed convolutional topologies. Unfortunately, no 

noticeable gains were observed, even when utilizing 

branched architectures, a consideration that is in ac-

cordance with the results of similar works that em-

ployed significantly larger datasets and flagship CNN 

architectures [33]. The simple VGG-like architectures 

show adequate performance in all circumstances, 

while much more complex designs deliver minimum 

accuracy gains with marginal statistical significance. 

We believe that model improvement should focus on 

the discrimination of time-concurrent audio events, as 

this kind of processing is more adapted to the audio 

domain and may deliver considerable advantages 

2 github.com/Jakobovski/free-spoken-digit-dataset 

http://m3c.web.auth.gr/research/datasets/
http://github.com/Jakobovski/free-spoken-digit-dataset
lvrysis
Highlight
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against the existing classification algorithms. How-

ever, more experiments, testing variable filter sizes 

and dilation rates, are constantly under investigation.  
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